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Abstract

This paper presents the application of a reinforcement
learning (RL) approach for the near-optimal control of a
re-entrant line manufacturing (RLM) model. The RL ap-
proach utilizes an algorithm based on a gradient-descent
TD(λ) method to obtain both estimates of the optimal cost
function and the control actions. Numerical experiments
demonstrated the efficacy of the approach in estimating op-
timal actions by showing close approximations in perfor-
mance w.r.t. the optimal strategy. Generalizations of the RL
approach may have the advantage of scaling appropriately
for RLM models with different dimensions in the state and
action spaces.

1 Introduction

The optimal control of queueing networks with re-
entrant lines [5] is an interesting and difficult problem. At
difference of other queueing networks, these systems are
characterized by feedback loops for which the jobs return to
previous processing steps before leaving the system. Thus,
the most common difficulties in the control of these systems
reside on the resulting large state and action spaces. As a
result, exact optimal control solutions for these systems are
generally intractable [7].

The application of Reinforcement Learning (RL) algo-
rithms [16], also known as Approximated Dynamic Pro-
gramming (ADP) [2], in this type of control problems is
of particular interest because of the proved success of these
algorithms to tackle control optimization problems in sys-
tems with high dimensional state and action spaces [3, 16].
Moreover, applications to manufacturing systems with re-
entrant lines, such as those found in semiconductor manu-
facturing systems (SMS), may become of special interest
because of the continuous efforts of this industry toward

the optimization of its production process [17]. Also, the
widespread utilization of simulation models [13] in this in-
dustry may in turn facilitate the implementation of RL al-
gorithms.

In SMS, the control of re-entrant line manufactur-
ing (RLM) systems, also known as Shop Floor Control
(SFC) [18], has received significant attention in the research
community, e.g., see [6, 20], because of the economic im-
portance of this industry. The research on SFC has been
focused on job sequencing [20] and job releasing (input reg-
ulation) problems [18]. This first problem deals with select-
ing one out of several jobs competing for service to be pro-
cessed next. The second problem is focused on the decision
of when to release a new job into the system.

The objective of this paper is then to present the applica-
tion of a RL approach to the problem of job releasing and
sequencing in a RLM model under a discounted-cost (DC)
optimization criterion [1, 8]. The proposed RL approach
can be seen as an actor-critic architecture [3, 14, 16], where
both the actor and the critic are functions of estimations
of the optimal cost generated through a gradient-descent
TD(λ) [3, 16] algorithm with a linear approximation struc-
ture. Moreover, the RL approach can also be seen as an
Optimistic Policy Iteration (OPI) TD(λ) algorithm [3] that
allows exploration of the control space by using an ε-greedy
approach [3, 16].

In previous work [9, 11], we utilized two different RL
approaches to approximate the optimal control policy in
the same RLM model presented in this paper. These ap-
proaches were based on the estimation of the optimal Q-
factors [3, 16] by using both look-up table representations,
i.e., the Q-learning algorithm [9], and parametric approxi-
mations with a gradient-descent SARSA(λ) algorithm [11].
Both algorithms have the advantage of using only traces of
the state obtained through a simulation model as well as the
corresponding costs at each state transition. However, Q-
learning becomes unpractical for systems with both large
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state and action spaces, and parametric estimations of op-
timal Q-factors can only tackle the problem of large state
spaces but not the problem of large action spaces. To the
best of our knowledge, although there is some research on
the application of RL algorithms in RLM models (see [11]
for a brief literature review on the topic), there is no pub-
lished research on RL approaches for RLM systems that
have dealt with both the problem of large state and action
spaces. Thus, generalizations of the scheme proposed in
this paper may help to fill this gap in the literature by provid-
ing a suitable alternative for implementing RL algorithms in
RLM models with different dimensions in both the state and
the actions spaces.

The remainder of this paper is organized as follows. Sec-
tion 2 presents both the RLM model and the underlying DP
formulation of the optimal control problem. The proposed
RL approach is discussed in section 3, and a numerical ex-
ample is presented in section 4. Conclusions are provided
in section 5.

2 RLM Model & Dynamic Programming
Formulation

This section presents a brief review of both the model
of the RLM model utilized in this paper and the DP for-
mulation of the control problem. Additional details of the
modeling and analysis of the optimal control problem for
this system can be found in [9, 10, 12].

2.1 RLM Model with job sequencing and
releasing control

Figure 1 depicts the model utilized in this paper. This
system was originally presented in [10] and is an adapted
version of the RLM model given in e.g., [6, 9, 12, 15].
Because the system in Figure 1 can be represented by a
continuous-time controlled Markov chain, it can then be
also modeled as a Semi-Markov Decision Process (SMDP)
[1, 8].

The state of the system is given by the tuple s(t) :=
(w(t), i(t), j(t), l(t)) corresponding to the buffer levels at
time t, with s(t) ∈ S, where S := {(w, i, j, l)| ξ ≤ Lξ <
+∞, with ξ, Lξ ∈ Z

∗, and ξ = w, i, j, l} is the state
space, Z

∗ := Z
+ ∪ {0}, and Lξ represents the buffer ca-

pacities with ξ = w, i, j, l, respectively. If a buffer reaches
its maximum capacity Lξ, then a blocking mechanism is ac-
tivated and no jobs are allowed to be received in that buffer.

The RLM model follows a simple production sequence:
new order arrival→Buffer 0 (order pool), job releasing
station→Buffer 1, Station 1→Buffer 2, Station 2→Buffer
3, Station 1→Out (job completed). The arrival and process-
ing times are exponentially distributed with means 1

λ , 1
µR

,
1

µ1
, 1

µ2
, and 1

µ3
, respectively. Moreover, jobs waiting for
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Figure 1. Re-entrant Line Manufacturing
Model with job releasing and sequencing
control [10].

service in buffers 1 and 3 are served at rates µ1 and µ3,
respectively.

The control decisions in the RLM model deal with both
job releasing and sequencing into and inside the benchmark
RML, respectively. New jobs are released into the RLM
only when uR = 1, i.e., an job is taken from Buffer 0 and
sent into the RLM system at a rate µR. For the job sequenc-
ing control, jobs waiting in buffers 1 and 3 are chosen to
be served in Station 1 when us = 1 and us = 0, respec-
tively. Therefore, the control of the system is defined as a
vector u := [uR us] with u ∈ U, U := UR(s) × Us(s),
uR ∈ UR(s) ⊆ UR, and us ∈ Us(s) ⊆ Us, where UR :=
{0, 1}, Us := {0, 1}, and UR(s), Us(s) are constraints for
the control actions uR and us, respectively, given s ∈ S.
In particular, UR(w, i, j, l) := {0} if w = 0 or i = Li,
and a non-idling policy is utilized as a constraint for the job
sequencing control actions. That is, given (w, i, j, l) ∈ S,
then Us(w, i, j, l) = {1} ∀ (w ≥ 0, i > 0, j ≥ 0, l = 0),
and Us(w, i, j, l) = {0} ∀ (w ≥ 0, i = 0, j ≥ 0, l ≥ 0).

2.2 Dynamic programming formulation

The control optimization problem considers the mini-
mization of the infinite horizon discounted cost criterion de-
fined as follows:

Definition 1 Given a discount factor β > 0, with β ∈ R,
then

Jπ
β (s0) := lim

N→∞
Eπ

{∫ tN

0

e−βtg (s(t)) dt

∣∣∣∣ s(0) = s0

}
, (1)

is the β-discounted cost under policy π ∈ Πad, where Πad

is the set of admissible policies, tN is the time for the N -th
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state transition, g(s(t)) is the cost function, and s0 is the
initial state, with s(t) ∈ S.

From (1), the optimal β-discounted cost is then defined as
J∗

β(s0) := minπ J
π
β (s0). Moreover, if Jπ∗

β (s0) = J∗
β(s0),

then π∗ ∈ Πad is said to be an optimal policy.
Given that the system has exponentially distributed tran-

sition times, an uniformization procedure [1, 8] is utilized
to obtain a discrete-time and statistically equivalent model
as follows:

Definition 2 Given a uniform version of a SMDP under the
discounted cost criteria (1), then

Jπ
α (s) := lim

N→∞
1

β + ν
Eπ

{
N∑

k=0

αkg(sk)

∣∣∣∣∣ s0 = s

}
(2)

is the α-discounted cost under policy π ∈ Πad, where α :=
ν

β+ν , and g(sk) are, namely, the discount factor and the
one-stage cost for the discrete-time model. In addition, k =
0, 1, 2... is the state-transition index and ν is the uniform
transition rate, with ν := λ+ µR + µ1 + µ2 + µ3.

The optimal α-discounted cost J∗
α(s) is defined as J∗

α(s) :=
minπ J

π
α (s), and from the uniformization procedure we

have that J∗
α(s) = J∗

β(s). In addition, in (2) it is assumed
that the one-stage cost function g(s) is nonnegative and
monotonically nondecreasing w.r.t. componentwise partial
order (see [10] for details).

In general, the Bellman’s optimality equation [1, 8] for
this problem can be expressed as follows:

J∗
α(s) = 1

β+ν
minu∈U[g (s) + ν

∑
s′ p̃(u)ss′J

∗
α(f(s, u))],

(3)
where s, s′ ∈ S, and s′ represents the next state, with
s′ = s(τn+1) = f(s,u), and p̃(u)ss′ = P{s′|s,u} is the
conditional transition probability for the uniform version of
the continuous-time Markov chain.

Thus, given s ∈ S, u ∈ U, and the state transition prob-
abilities for the uniformized model (see [10]), the corre-
sponding Bellman’s optimality equation for the job releas-
ing and sequencing problem of the RLM model is as fol-
lows:

J∗
α(s) = 1

β+ν
[ g(s) + λJ∗

α(As) + µ1 J
∗
α(s)

+µ2 J
∗
α(B2s) + µ3 J

∗
α(B3s) + µR J

∗
α(s)

+ minu∈U {µR · uR · ∆R(s) + us · ∆s(s)}], ∀ s ∈ S,
(4)

where,
∆R(s) := J∗

α(Rs) − J∗
α(s), (5)

and

∆s(s) := µ1[J
∗
α(B1s) − J∗

α(s)] − µ3[J
∗
α(B3s) − J∗

α(s)]. (6)

In addition, R,A,B1, B2 and B3 are mappings from S to
S [19] when the state changes after a job releasing, arrival,
completion of service of Buffer 1, Buffer 2, and Buffer 3,
respectively. These mappings are defined as follows:

Rs := (w − 1, i+ 1, j, l),
As := (min{w + 1, Lw}, i, j, l),
B1s := (w, (i− 11j)+,min{j + 11i>0, Lj}, l),
B2s := (w, i, (j − 11l)+,min{l + 11j>0, Ll}),
B3s := (w, i, j, (l − 1)+),

where (·)+ := max(·, 0), 11ξ := 11(ξ < Lξ), 11ξ>0 := 11(ξ >
0), and 11(·) is the indicator function.

The following result, obtained directly from (4), pro-
vides the optimality conditions for the control actions:

Theorem 1 (Optimality Conditions) Let s ∈ S s.t. the
control constraints on u are not applied, then it is optimal
to release a new job iff ∆R(s) ≤ 0, and it is optimal to
serve a job in Buffer 3 iff ∆s(s) ≥ 0.

Theorem 1 provides an important insight toward the approx-
imation of the optimal control policy in the RLM model as
it is explained in the next section.

3 Reinforcement Learning Approach

Unlike the work presented in [9, 11], the RL approach
proposed in this paper is based on the approximation of the
optimal discounted cost J∗

α(s). This approach follows an
actor-critic architecture as illustrated in Figure 2. As shown
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Figure 2. Proposed architecture to approxi-
mate the optimal control policy in the RLM
model.

in the figure, a simulation model is utilized to generate both
traces of the state s and the one-stage cost values g(s) that
are in turn utilized by the a RL agent to tune a vector of
parameters r used by an estimator of the optimal cost. The
RL approach can also be described as an OPI algorithm [3,
pp.313] that incorporates exploration by using an ε-greedy
approach [3, 16]. In addition, the RL algorithm is based
on a gradient-descent TD(λ) algorithm [3, 16] with a lin-
ear and parametric approximation structure of the optimal
cost Ĵ∗

α(s, r) ≈ J∗
α(s). The estimations of the optimal cost

are then utilized to generate both the job releasing and se-
quencing control actions, û∗ := [ û∗R û∗s ], which are near-
optimal, i.e., û∗ ≈ u∗, where u∗ is the optimal control ac-
tion.
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Theorem 1 provides valuable insight of the optimal con-
trol that is utilized in the design of the actor in the proposed
approach. For instance, consider the optimal job sequencing
control problem. From Theorem 1, it can be noticed that the
optimal control action will select a buffer that leads to ob-
tain maximum savings in costs, i.e., the difference between
the optimal cost at the current and the next state generated
by the control decision. From (6), the savings in costs by
serving Buffer 1 and 3 are given by µ1[J∗

α(s) − J∗
α(B1s)]

and µ3[J∗
α(s) − J∗

α(B3s)], respectively. Also notice that,
when the savings are strictly positive, the savings in costs
are proportional to the processing rates. Intuitively, the op-
timal job sequencing policy seeks to processing the jobs in
buffers 1 and 3 both faster and economically. Similar in-
sight is obtained from Theorem 1 for the optimal job releas-
ing control.

Thus, in the proposed architecture the critic is repre-
sented by the estimation of the optimal cost Ĵ∗

α(s, r), where
s ∈ S and r is a vector of parameters, and the actor or
controller utilizes these approximations to provide approxi-
mations to the optimal control actions as follows:

û∗
R(s) :=

{
1 if ∆̂R(s, r) ≤ 0,
0 otherwise,

(7)

û∗s(s) :=
{

0 if ∆̂s(s, r) ≥ 0,
1 otherwise,

(8)

where
∆̂R(s, r) := Ĵ∗

α(Rs, r) − Ĵ∗
α(s, r), (9)

and

∆̂s(s, r) := µ1[Ĵ
∗
α(B1s, r) − Ĵ∗

α(s, r)]
−µ3[Ĵ

∗
α(B3s, r) − Ĵ∗

α(s, r)].
(10)

As noticed from (7)-(10), the actor incorporates additional
knowledge from the system dynamics in terms of the pro-
cessing rates µ1 and µ3. This approach contrasts those
presented in [9, 11] where no previous knowledge of the
systems dynamics was utilized. However, the proposed
approach has the advantage of using only one parametric
structure instead of four as presented in [11]. This is be-
cause the algorithm used in [11] approximates the optimal
Q-factors which are defined for each s ∈ S and the four dif-
ferent combinations of control actions for [uR us]. In addi-
tion, possible generalizations of the proposed RL approach
may have the advantage of scaling appropriately with the di-
mension of the action space. That is, the estimation of each
of the optimal control actions can be obtained from the es-
timation of the optimal cost Ĵ∗(s, r), e.g., see (7)-(10). In
doing so, this could simplify the handling of action spaces
with multiple controls while reducing the additional com-
putational tasks exhibited by other algorithms. For instance,
the gradient-descent SARSA(λ) algorithm needs to adjust,
in principle, as much parametric structures as the number of
different combinations for the control actions.

3.1 Reinforcement learning algorithm

The learning algorithm to estimate the optimal cost, and
consequently the optimal policy, is based on a gradient-
descent TD(λ) algorithm [3, 16] with parametric approxi-
mations. As mentioned earlier, we consider linear approxi-
mation structures as follows:

Ĵ∗
α(s, r) :=

M∑
m=1

ψm(s) · rm =
−→
ψ (s) · r ≈ J∗

α(s), (11)

where Ĵ∗
α(s, r) is the parametric approximation of the op-

timal discounted cost given s ∈ S. In addition, r :=
[r1, ..., rM ] is a M -dimensional vector of parameters, with
rm ∈ R, and ψm(s) is a feature or basis function [3, 16]
s.t. ψm : S → R, m = 1, ...,M ; with M as the
number of features in the approximation architecture, and−→
ψ (s) := [ψ1(s), ..., ψM (s)].

The details of the RL algorithm utilized are presented
next:

Algorithm 1 (Linear gradient-descent TD(λ) algorithm)
Initialize: state transition index k = 0, rk arbitrarily, zk−1 = 0

Repeat (for each simulation run):

sk ← initial state

Repeat (for each state transition k in the simulation run):
−→
ψ (sk)← [ψ1(sk), ..., ψM (sk)]

rk ← [r1,k, ..., rM,k]

Ĵ∗
α(sk, rk)← −→ψ (sk) · rk

Update ∆̂R(sk, rk), ∆̂s(sk, rk) with Ĵ∗
α(sk, rk)

û∗(sk)← [ û∗R(sk) û∗s(sk) ], where

û∗R(sk) = 1⇔ ∆̂R(sk, rk) ≤ 0,

û∗s(sk) = 0⇔ ∆̂s(sk, rk) ≥ 0.

With probability ε:

û∗(sk)← random actions ∈ UR(sk)× Us(sk)

If control constraints apply, then û∗(sk)← UR(sk), Us(sk)

zk ← α · λTD · zk−1 +
−→
ψ (sk)

Take action û∗(sk)

k ← k + 1, observe next state sk and costs g(sk)

Ĵ∗
α(sk, rk−1)← −→ψ (sk) · rk−1

dk−1 ← g(sk) + αĴ∗
α(sk, rk−1)− Ĵ∗

α(sk−1, rk−1)

rk ← rk−1 + γk−1(û∗(sk−1)) · dk−1 · zk−1

until end of simulation run

In the previous algorithm, zk represents the vector of eligi-
bility traces, dk is the temporal difference error, λTD ∈
[0, 1] is the parameter for the TD(λ) algorithm, and
γk(û∗(sk)) := pγ

vk(û∗
(sk)

, is the step-size of the algorithm,

where vk(vk(û∗(sk)) is the number of visits to the con-
trol û∗(sk) at the k-th state transition, and pγ ∈ R

+ is a
small number. Also, notice that for convergence purposes
of rk, and as it is usually selected in stochastic iterative al-
gorithms [3], the step size is s.t.

∑∞
k=0 γk(û∗(sk)) = ∞

and
∑∞

k=0 γ
2
k(û∗(sk)) <∞.
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For each update of the parameters, an ε-greedy policy
[3, 16] approach is utilized. Therefore, Algorithm 1 can
also be seen as an application of the OPI TD(λ) algorithm
which allows exploration on the control space by selecting a
random control action with a small probability ε and always
when the control constraints are not violated.

4 Example: Approximation of the optimal
policy for quadratic costs

In this section we present an example on the application
of Algorithm 1 in the approximation of the optimal control
policy in the RLM model. Results from simulation experi-
ments are provided to illustrate the performance of the con-
trol policies obtained with RL.

4.1 Model parameters and approximation
structure

Given s = (w, i, j, l), in this example we considered a
quadratic cost function g(w, i, j, l) := w2 + i2 + j2 + l2

and the following parameters for the RLM model: µR =
0.4492, µ1 = µ3 = 0.3492, µ2 = 0.1587, λ = 0.1430,
Lw = Li = Lj = Ll = 20 jobs ⇒ 160000 states. In
addition, the discount factor for the cost criterion was fixed
to β = 0.2 ⇒ α ≈ 0.878.

The approximation architecture utilized is quadratic as
defined by the following vector of basis functions:

−→
ψ (s) = −→

ψ (w, i, j, l) := [w2 i2 j2 l2 w i j l 1].

These basis functions were selected given that the structure
of the optimal cost follows closely that one of the cost func-
tion g(w, i, j, l) (see [11] for more details). In [11], such
selection was validated by conducting simulation experi-
ments for the approximation of optimal Q-factors. The ex-
periments demonstrated a statistical match in performance
between the optimal policy, computed with a Modified Pol-
icy Iteration (MPI) algorithm [1], and near-optimal policies
obtained with SARSA(λ).

4.2 Experiment conditions

Two steps were followed for the simulation experiments.
While in the first step simulations were performed to tune
the approximations to the optimal cost and policies, in the
second step such approximations were evaluated through
simulation and the Value Iteration (VI) algorithm [1, 8], and
compared in performance against the optimal strategies ob-
tained with the MPI algorithm.

The conditions for the experiments were the same as
those utilized for the results presented in [11]. In particular,

• A total of 100 replications with a length of 2000 time
units were utilized to tune the vectors r. A simi-
lar number of replications was utilized to evaluate the
policies. In most cases convergence of the parame-
ters was obtained before completing 2000 time units
of simulation.

• The vector of parameters was initialized with all com-
ponents equal to zero, i.e., r0 = [0 ... 0], and the initial
state was s0 = (1, 0, 0, 0).

• Different sets of parameters r were ob-
tained by varying the parameters of the algo-
rithm as follows: λTD ∈ {0.1, 0.4, 0.7, 0.9},
ε ∈ {0.0001, 0.0010, 0.0100, 0.1000}, and
pγ ∈ {0.01, 0.001, 0.0001}.

• The simulation software ARENA [4], and its appli-
cation ”Process Analyzer,” were utilized for both en-
coding the ADP algorithm and performing the experi-
ments.

• A MPI algorithm coded in Matlab was utilized to gen-
erate the optimal policy with a maximum error of 10−9

w.r.t. to exact value of the optimal cost. The resulting
policy can be expressed as follows: serve buffer 3 iff
j + l+ 1

2 ≥ i and release a new job into the system iff
w ≥ i + 1. In addition, the VI algorithm was utilized
to evaluate both the optimal policy and the policies ob-
tained with the RL algorithm.

4.3 Results

Among the different near-optimal policies obtained, the
best approximation was selected to be compared against the
optimal strategy. The vector of parameters for such approx-
imation structure is as follows:

r∗ = [7.6650, 7.3193, 8.5231, 0.5073, 0.8973,
0.8354, 1.0054, 0.1991, 0.1192],

and the results of the experiments are summarized in Tables
1 and 2.

Table 1. Optimal Policy vs. Near-optimal Pol-
icy obtained with RL: Comparison through
value iteration

J∗
α(s0) Ĵ∗

α(s0) % Error

10.69 10.89 1.87

% Error :=
Ĵ∗

α(s0)−J∗
α(s0)

J∗
α(s0)

· 100

On the one hand, Table 1 shows the comparison in per-
formance between the optimal policy, i.e., J∗

α(s0), and the
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Table 2. Optimal Policy vs. Near-optimal Pol-
icy obtained with RL: performance obtained
through simulation

J∗
α(s0) Ĵ∗

α(s0)
10.81±0.77 10.83±1.12

policy generated through the RL algorithm, i.e., Ĵ∗
α(s0).

The performance was computed by using the VI algorithm.
On the other hand, Table 2 lists the performance obtained
by both the optimal and approximate optimal policy when
were evaluated in the simulation model. The corresponding
95% confidence intervals are also provided.

These results demonstrated a close approximation to the
optimal policy with the RL approach. While the simula-
tion evaluation (see Table 2) shows a clear statistical match
between the two policies, the evaluation with the VI algo-
rithm also confirms that the approximate policy performs
quite well. Notice that the VI algorithm computes the per-
formance of a given policy through a complete enumeration
of the state space. The latter can be consider as a stronger
validation of the performance of the approximation to the
optimal policy.

5 Conclusions

In this paper we presented the application of a RL ap-
proach for the approximation of optimal control policies
in a RLM model. The proposed approach uses a gradient-
descent TD(λ) method to estimate both the optimal cost and
policy. Numerical experiments demonstrated the efficacy
of the approach in estimating the optimal control actions
by showing close approximations in performance w.r.t. the
optimal strategy. Our current work is focused in studying
alternatives to generalize the algorithm for RLM models of
various dimensions in the state and action spaces.
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